SmartTriage ER Optimizer
Track: Healthcare Tech

1. PROBLEM OVERVIEW
Emergency rooms operate under constant pressure. Doctors must decide which patient to treat next while balancing severity, waiting time, treatment duration and doctor availability/specialization. Poor prioritization can significantly increase risk for critical patients.
Your task is to build SmartTriage, a scheduling system that assigns arriving patients to doctors (with fixed specializations) and produces a treatment schedule that minimizes total ER risk across all patients.
Instead of implementing a fixed rule, design an algorithmic strategy (heuristics, greedy, lookahead, simulation-based, etc.) that assigns patients to doctors and orders treatments.

2. CORE CHALLENGE
Your solution must:
· Parse the patient input file.
· Simulate an ER with three fixed doctors running in parallel (one TRAUMA, one CARDIO, one GENERAL).
· Produce a chronological list of treatments (who treats whom and when).
· Minimize the Total ER Risk Score computed by the judge simulator.
Teams are judged on risk minimization and quality of approach.

3. DOMAIN LOGIC (THE “CONTRACT”)
These rules are mandatory — judges will enforce them.
A. Hard-coded doctors
	Doctor id
	Specialization

	Doctor_T
	TRAUMA

	Doctor_C
	CARDIO

	Doctor_G
	GENERAL


Rules:
· Doctor_T can treat patients requiring TRAUMA.
· Doctor_C can treat patients requiring CARDIO.
· Doctor_G (GENERAL) can treat patients requiring any specialization (TRAUMA, CARDIO, or GENERAL).
· Each doctor can only treat one patient at a time.
· Doctors are idle at time 0.
B. Patient attributes (input file)
Teams are given a single CSV patients.csv with header:
patient_id,severity,arrival_time,treatment_time,required_specialization
Field constraints:
· patient_id: unique string.
· severity: integer 1..5 (5 = critical).
· arrival_time: integer minute ≥ 0.
· treatment_time: integer minutes ≥ 1.
· required_specialization: one of TRAUMA, CARDIO, GENERAL.
C. ER Timeline Simulation (Important)
The simulation runs in time and must obey:
1. Time starts at 0. All doctors idle.
2. When a patient arrives (at arrival_time) they join the waiting pool (if not immediately assigned).
3. A free doctor may be assigned a waiting patient whose required_specialization matches the doctor, or any if the doctor is GENERAL.
4. Once a doctor starts treating a patient, treatment cannot be interrupted; the doctor is busy for treatment_time minutes.
5. While doctors are busy, new patients may arrive and join the waiting pool.
6. When a doctor finishes, at that exact finish time your scheduler must (immediately) choose—if any—a waiting compatible patient for that doctor.
7. If no compatible patient is waiting, the doctor remains idle until the next compatible patient arrives.
8. A patient may only begin treatment at or after their arrival_time.
9. A patient may be scheduled to exactly one treatment (no duplicate scheduling).
D. Risk calculation
For each patient:
waiting_time = treatment_start_time − arrival_time
patient_risk = severity × waiting_time
Total ER risk is the sum of all patient_risk. Lower total risk is better.

4. INPUT & OUTPUT SPECIFICATION
Input (provided to teams)
One CSV file: patients.csv
Example header and rows:
patient_id,severity,arrival_time,treatment_time,required_specialization
P1,5,0,8,TRAUMA
P2,3,2,4,CARDIO
P3,4,3,6,TRAUMA
P4,2,5,3,GENERAL
P5,5,7,5,TRAUMA
P6,1,8,2,GENERAL
Output (what teams submit)
A JSON file submission.json with this structure:
{
  "treatments": [
    {"patient_id":"P1","doctor_id":"Doctor_T","start_time":0,"end_time":8},
    {"patient_id":"P2","doctor_id":"Doctor_C","start_time":2,"end_time":6},
    {"patient_id":"P4","doctor_id":"Doctor_G","start_time":5,"end_time":8},
    {"patient_id":"P3","doctor_id":"Doctor_T","start_time":8,"end_time":14}
    ...
  ],
  "estimated_total_risk": 20
}
Notes:
· treatments must be sorted in non-decreasing start_time.
· end_time must equal start_time + treatment_time for that patient (as in patients.csv).
· Each patient must appear exactly once in treatments.
· The judge will re-compute estimated_total_risk from treatments and patients.csv. The reported value should match or you risk penalties.

5. EXAMPLE WALKTHROUGH (corrected & consistent)
Doctors: Doctor_T (TRAUMA), Doctor_C (CARDIO), Doctor_G (GENERAL)
Patients (sample input)
	patient_id
	severity
	arrival_time
	treatment_time
	required_specialization

	P1
	5
	0
	8
	TRAUMA

	P2
	3
	2
	4
	CARDIO

	P3
	4
	3
	6
	TRAUMA

	P4
	2
	5
	3
	GENERAL


One valid schedule
· Time 0: P1 arrives → assign to Doctor_T → Doctor_T: P1 (0 → 8)
· Time 2: P2 arrives → assign to Doctor_C → Doctor_C: P2 (2 → 6)
· Time 3: P3 arrives → must wait (TRAUMA doctor busy)
· Time 5: P4 arrives → assign to Doctor_G → Doctor_G: P4 (5 → 8)
· Time 6: Doctor_C becomes free (no CARDIO waiting) → idle
· Time 8: Doctor_T becomes free → assign P3 → Doctor_T: P3 (8 → 14)
Waiting times & risk
· P1 waiting = 0 → risk = 5×0 = 0
· P2 waiting = 0 → risk = 3×0 = 0
· P4 waiting = 0 → risk = 2×0 = 0
· P3 waiting = 8 − 3 = 5 → risk = 4×5 = 20
Total risk = 20
Corresponding submission.json snippet
{
  "treatments":[
    {"patient_id":"P1","doctor_id":"Doctor_T","start_time":0,"end_time":8},
    {"patient_id":"P2","doctor_id":"Doctor_C","start_time":2,"end_time":6},
    {"patient_id":"P4","doctor_id":"Doctor_G","start_time":5,"end_time":8},
    {"patient_id":"P3","doctor_id":"Doctor_T","start_time":8,"end_time":14}
  ],
  "estimated_total_risk":20
}

6. SAMPLE DATASET (for teams to develop & test locally)
sample_patients.csv
patient_id,severity,arrival_time,treatment_time,required_specialization
P1,5,0,8,TRAUMA
P2,3,2,4,CARDIO
P3,4,3,6,TRAUMA
P4,2,5,3,GENERAL
P5,5,7,5,TRAUMA
P6,1,8,2,GENERAL
(Teams should test their code on this file before submission.)

7. JUDGE / EVALUATION DATASETS (hidden)
Judges will run each submission against multiple hidden datasets. Examples of dataset characteristics:
· Basic — 20 patients; arrival range 0–30; treatment times 2–10.
· Congested — 80 patients; many simultaneous arrivals in short windows; multiple severity 5 spikes.
· Stress — 300 patients; arrival range 0–300; treatment times 1–20; intentionally uneven specialization demand (e.g., many TRAUMA patients in a short window).

8. EVALUATION CRITERIA (100 pts)
	Category
	Points

	Risk Optimization (total risk across judge datasets)
	50

	Algorithm Design & Reasoning (write-up quality)
	20

	System Implementation & Correctness
	15

	Visualization / Demo (optional)
	10

	Code Quality & Tests
	5


· Primary ranking metric: total risk across judge datasets (lower is better).
· Ties broken by algorithm explanation, runtime, and code quality.

9. DISQUALIFICATION CONDITIONS
A submission will be disqualified if any of the following occur:
· patients.csv input format not supported (wrong header or missing columns).
· Output submission.json does not follow the schema above.
· Any patient scheduled before their arrival_time.
· Patient assigned to a doctor who cannot treat their required specialization (except Doctor_G who can treat any).
· end_time != start_time + treatment_time.
· Duplicate patient entries or missing patients in treatments.
· Private/inaccessible repo for required reproducibility materials.

10. HINTS & STRATEGIES (for teams)
Possible strategies teams may explore:
· Maintain per-specialization waiting queues and a global queue for Doctor_G.
· Greedy heuristics: priority = α*severity + β*waiting_time − γ*treatment_time.
· Severity-first with treatment-time penalty (e.g., severity / treatment_time).
· Simulation-based lookahead: when a doctor frees, simulate few next choices and pick the best projection (bounded depth).
· Load balancing: avoid overloading TRAUMA queue if GENERAL can help.
· Fast heuristics for large inputs; more exact search or simulations for small inputs.
Optional mid-event twist (judge may introduce): after X hours, introduce doctor fatigue (e.g., after 4 consecutive treatments a doctor must rest for 5 minutes). This is optional and will be announced during the event if used.

11. SUBMISSION CHECKLIST (required from each team)
· submission.json (treatments + estimated_total_risk)
· patients.csv (the input file you used for final submission)
· README.md (≤ 500 words): brief algorithm description, complexity, and key decisions
Judges will run a verify.py to validate the submission.

