SmartSettle — Payment Routing & Settlement Optimizer
Track: Fintech / Payments

1. PROBLEM OVERVIEW
Payment systems often offer multiple settlement channels with different latency, cost, and capacity characteristics. Sending every payment via the fastest channel is costly, while routing everything to the cheapest channel may introduce dangerous delays.
Your task is to build SmartSettle, a scheduler that assigns incoming payment transactions to one of three hard-coded settlement channels (FAST, STANDARD, BULK) and schedules them over time. The objective is to minimize total system cost, defined as the sum of channel fees plus delay penalties (which scale with payment amount and waiting time).
Teams should design an algorithmic strategy (greedy heuristics, scoring rules, or small simulations) for routing and scheduling under capacity and arrival constraints.

2. CORE CHALLENGE
Your solution must:
· Parse a transactions.csv input file.
· Simulate an environment with three settlement channels available in parallel with fixed capacities.
· For each transaction, decide which channel it goes to and when it settles (start time).
· Respect channel capacities and transaction arrival times.
· Minimize total_system_cost computed by the judge.

3. DOMAIN LOGIC (THE “CONTRACT”)
These rules are mandatory and enforced during judging.
A. Settlement channels
There are exactly three channels:
	Channel id
	Name
	Fee per transaction (flat)
	Throughput (max concurrent)
	Settlement latency (processing time)

	Channel_F
	FAST
	₹5.00
	2 concurrent
	1 minute

	Channel_S
	STANDARD
	₹1.00
	4 concurrent
	3 minutes

	Channel_B
	BULK
	₹0.20
	10 concurrent
	10 minutes


· settlement_latency is the time a channel takes to process a transaction once it starts.
· While a channel is processing a transaction, that transaction counts against the channel's concurrent capacity.
B. Transaction attributes (input file)
Teams receive transactions.csv with header:
tx_id,amount,arrival_time,max_delay,priority
Fields:
· tx_id — unique transaction id (string)
· amount — integer amount in ₹ (positive)
· arrival_time — integer minute when transaction arrives (≥ 0)
· max_delay — integer minutes (deadline). If transaction starts after arrival_time + max_delay, it is considered failed and incurs a large penalty (see scoring).
· priority — integer 1..5 (5 highest priority) — indicates business priority (can be used by teams)
Notes:
· All times are integers (minutes).
· amount may be used in cost/penalty calculations.
C. Scheduling & Feasibility rules
1. A transaction may only start processing at or after its arrival_time.
2. A transaction assigned to Channel_X occupies one capacity slot of that channel from start_time (inclusive) to start_time + settlement_latency(Channel_X) (exclusive).
3. At any time, the number of concurrent transactions on a channel cannot exceed that channel’s throughput.
4. If a transaction is not started by arrival_time + max_delay, it is failed (see scoring).
5. Each transaction must be assigned to exactly one channel and start time (or be explicitly marked failed in your submission).
6. Team outputs must not schedule a transaction multiple times.
D. Cost calculation (judge computes)
For each successfully settled transaction:
channel_fee = fee(channel)
delay = start_time − arrival_time   # >= 0
delay_penalty = P * amount * delay
Where P = 0.001 (penalty factor). So a ₹10,000 payment delayed 5 minutes contributes 0.001 * 10000 * 5 = 50 to penalty.
For a failed transaction (started after deadline or never started):
failure_penalty = F * amount
Where F = 0.5 (big penalty — heavier than usual delays).
Total system cost:
total_system_cost = sum(channel_fee + delay_penalty for successful txs) + sum(failure_penalty for failed txs)
Lower total_system_cost is better.

4. INPUT & OUTPUT SPECIFICATION
Input (provided to teams)
One CSV file: transactions.csv
Example rows:
tx_id,amount,arrival_time,max_delay,priority
T1,10000,0,10,5
T2,500,1,30,2
T3,2000,2,5,4
Output (what teams submit)
A JSON file submission.json with this structure:
{
  "assignments": [
    {"tx_id":"T1","channel_id":"Channel_F","start_time":0},
    {"tx_id":"T2","channel_id":"Channel_B","start_time":5},
    {"tx_id":"T3","channel_id":"Channel_S","start_time":2}
  ],
  "total_system_cost_estimate": 123.45
}
Rules for assignments:
· Each tx_id must appear exactly once (either scheduled or explicitly marked as failed — see below).
· start_time must be an integer ≥ arrival_time.
· channel_id must be one of Channel_F, Channel_S, Channel_B.
· If you want to mark a transaction as failed (choose not to attempt it), set:
{"tx_id":"T9","channel_id":null,"start_time":null,"failed":true}
The judge will recompute total_system_cost precisely; your reported estimate should match or be close (small rounding tolerances allowed). Large mismatches may trigger penalties.

5. EXAMPLE & ILLUSTRATION
Channels (restate)
· Channel_F (FAST): fee ₹5, latency 1, cap 2
· Channel_S (STANDARD): fee ₹1, latency 3, cap 4
· Channel_B (BULK): fee ₹0.20, latency 10, cap 10
Sample transactions
tx_id,amount,arrival_time,max_delay,priority
A,10000,0,10,5
B,2000,1,20,3
C,500,2,5,1
D,15000,3,2,5
One possible assignment
· A → Channel_F at time 0 (fee 5, delay 0 → penalty 0)
· B → Channel_S at time 1 (fee 1, delay 0 → penalty 0)
· C → Channel_B at time 2 (fee 0.2, delay 0 → penalty 0)
· D arrives at 3 with max_delay 2 → must start by 5; if Channel_F is busy and Channel_S cannot start it before 5, team may choose to start it on Channel_F at time 4 (if capacity), or on Channel_S at time 3 (if capacity and allowed), else it may fail (big penalty).
Judge computes the exact total_system_cost. Teams should design policies that trade off fee vs speed.

6. SAMPLE DATASET (for teams to develop & test locally)
sample_transactions.csv
tx_id,amount,arrival_time,max_delay,priority
T1,10000,0,10,5
T2,500,1,30,2
T3,2000,2,5,4
T4,15000,3,2,5
T5,250,5,60,1
T6,8000,6,8,4
T7,1200,7,3,3
T8,600,7,15,2
(Teams should test locally and report submission.json)

7. JUDGE / EVALUATION DATASETS (hidden)
Judges will run submissions against multiple hidden datasets with different characteristics:
· Basic — 50 tx; arrival 0–60; amounts 100–20,000; mixed priorities.
· Peak — 200 tx; heavy simultaneous arrivals in short windows (stress channel caps).
· Stress — 1000 tx; arrival 0–300; intentionally uneven deadlines and amounts to force trade-offs.

8. EVALUATION CRITERIA (100 points)
	Category
	Points

	Total System Cost (primary metric, lower better)
	55

	Algorithm Design & Rationale (write-up)
	20

	Correctness / Feasibility (respect capacities & deadlines)
	15

	Code Quality, Tests & Reproducibility
	10


Ties broken by simpler algorithms (cleaner rationale) and faster runtime.


9. DISQUALIFICATION CONDITIONS
A submission will be disqualified if:
· transactions.csv format not respected.
· submission.json schema not followed.
· Any transaction scheduled before its arrival_time.
· Channel capacity violated at any minute (concurrent active txs > capacity).
· A transaction assigned to an invalid channel_id.
· Duplicate tx assignments or missing transactions (unless marked failed).
· The start_time + latency(channel) is not respected by overlaps (judge will check capacities precisely).

10. HINTS & STRATEGIES (for teams)
Students can use many valid strategies — encourage exploration:
· Priority heuristic: compute a score per tx (e.g., score = α*priority + β*(amount/max_delay) - γ*latency) and greedily schedule highest score asap.
· Threshold routing: large amounts and high priority → FAST; medium → STANDARD; small, late deadlines → BULK.
· Lookahead simulation: when deciding to use a fast slot, simulate few next minutes to see if blocking the fast channel causes bigger cost later.
· Batching: BULK channel is cheap but slow — use for low-priority small amounts with large max_delay.
· Deadline-aware: prefer starting those close to deadline on faster channels.
· Graceful failures: failing a low-amount, low-priority tx may be cheaper than delaying many high-amount ones.

11. SUBMISSION CHECKLIST (what each team must submit)
· submission.json (assignments + total_system_cost_estimate)
· transactions.csv (the input file used)
· README.md (≤ 500 words): explanation of algorithm, complexity, parameter choices
Judges will run a verify.py on the hidden dataset and calculate the cost

12. OPTIONAL: Mid-event Twist (judge may introduce)
· Channel Outage: FAST channel goes down for 10 minutes at a seeded time → teams must have resilient routing.
· Fee Spike: FAST channel fee doubles for the next hour.
· Extra Priority Burst: a sudden burst of high-priority transactions arrive (judge supplies a small extra file).
· This is optional and will be announced during the event if used.

